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EXECUTIVE SUMMARY 

The following deliverable provides the final version of the platform architecture and 
specifications for the AUGGMED system. The core software components of the platform are 
detailed and outlined as to how they interact with each other to realise the AUGGMED training 
platform. This report describes the design methodology which is being followed and provides 
a brief description of each of the components which are being developed. 
 
The development of the AUGGMED platform is centred around three interaction modes, of 
increasing immersion: 
 

 Mode 1: Basic Mode (Basic VR) 

 Mode 2: Intermediate Mode (Immersive Multimodal VR) 

 Mode 3: Full Mode (Immersive Multimodal AR On-Site) 

 
This final release document will detail the system architecture for the last two modes, with a 
particular focus on the developments around the Augmented Reality. This report covers all 
aspects of the system: 
 

 The message exchange between Unity and EXODUS; 

 The trainer and assessment tools; 

 The crowd, fire and explosion modelling; 

 The haptic/thermal feedback vest; 

 The hardware components and their interaction with the rest of the system. 

 

This report concludes the technical work in AUGGMED 
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1. INTRODUCTION  

The AUGGMED platform aims to provide a game scenario engine to enable first responders 
to actively participate in training sessions using VR or AR environments with different levels 
of immersion and engagement. These modes will be suitable for both single- and cooperative 
team-based training at home, office and/or on-site. 

AUGGMED scenarios are driven by effective simulations of Critical Infrastructure (CI) 
environments, types of threat and agent behaviour (e.g. police, first responders, crowd and 
intruder) resulting in highly realistic consequences without real-life implications. The platform 
uses the Unity3D Game Engine1 to generate the virtual environments and agents, and the 
EXODUS2 tool to simulate crowd behaviour. In particular, EXODUS is used to accurately 
simulate the movement and behaviour of large crowds of people in complex environments 
and takes into consideration the reaction of the crowd to hazards, such as gunfire, explosives 
and fires. The trainee agents, playing as first responders, police units and intruders, will be 
controlled by training participants using a variety of interface hardware (such as a mouse and 
keyboard, game controllers etc.), operating in a First-Person viewpoint.  

The AUGGMED platform has been designed to address the learning objectives of the trainees, 
including the acquisition of problem solving, analytical and decision making skills. For this 
reason, the AUGGMED platform incorporates a number of monitoring and assessment tools 
that enable the trainer to set up scenarios, monitor a trainee’s performance and provide 
feedback after the exercise.  

All Agents are rendered in the virtual environments using Unity3D, which also dictates their 
physical capabilities and the gameplay logic of the platform. A Communication Layer between 
Unity3D and EXODUS is used to enable the passing of information between the two systems. 
This allows EXODUS crowd agent behaviour and positioning to be accurately rendered in the 
3D VR environment, and lets trainee agents influence the actions and state of crowd agents, 
e.g. through commands to get down, evacuate the venue etc.  

The AUGGMED scenarios are able to include simulations of additional threats, beyond active 

intruder agents, such as uncontrolled fires, generated using SMARTFIRE3, and explosions. 

In both cases, these dynamic environmental threats are pre-modelled for each CI and stored 
in a Threat Simulation Database to be incorporated in scenarios as required.  

The three modes in which to use the AUGGMED platform are as follows:  

 Mode1: Basic VR 

o Training anywhere using PC and/or portable devices with limited interactivity 
(e.g., no mobility or tactile feedback). Trainees can be in the same or different 
physical location. Trainees can interact with virtual and real agents (with avatar) 
who join the training session remotely.  

 Mode2: Immersive Multimodal VR 

o Training anywhere using immersive VR (e.g., HMD with limited mobility and 
tactile feedback). Trainees can be in the same or different physical location. 

                                                 

1 https://unity3d.com/ 

2 http://fseg.gre.ac.uk/exodus/ 

3 http://fseg.gre.ac.uk/smartfire/ 
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Trainees can interact with virtual agents and avatars of real agents who join 
the training session remotely.  

 Mode 3: Immersive On-site Multimodal AR  

o Training On-Site using projection based immersive VR (limited mobility and 
tactile feedback). Trainees can interact with virtual and real agents (with avatar) 
who join the training session remotely.  

 

This document will focus on the final version of the AUGGMED system architecture, including 
the changes made after the second pilot and the addition of the augmented reality mode.  
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2. COMPONENTS 

This section identifies the overall system specification and the design architecture showing 
how the elements of the major components of the AUGGMED system will communicate and 
interact. The purpose and specification of each hardware and software component is 
described along with how it interfaces with the AUGGMED platform. Figure 1 illustrates the 
overall system architecture of the AUGGMED platform. 
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Figure 1: System architecture diagram for the AUGGMED platform Figure 1: System architecture diagram for the AUGGMED platform 
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2.1. Game engine 

The AUGGMED game engine is based on Unity3D, a commercial cross-platform game engine 
for PC, consoles, mobile devices and websites. Unity allows the modelling of complex 
environments (e.g. airports, harbours) as well as single objects (e.g. persons, fire, explosives). 
It allows the specification of texture compressions and resolution settings for each supported 
platform. Unity provides support for bump mapping, reflection mapping, parallax mapping, 
screen space ambient occlusion, dynamic shadows, render-to-texture and full-screen post 
processing effects. To detect the best variant for the current video hardware, Unity provides a 
shader with multiple variants and a declarative fall-back specification supporting a large variety 
of video hardware and devices. Unity being both powerful and flexible, it is considered the 
most appropriate choice for the AUGGMED project.  

The first and second versions of the serious game relied on the network communication layer 
provided by Unity, called UNet (Unity Framework for Multiplayer). UNet supports basic 
functionalities for interaction among all participating agents. Although dealing with a huge 
number of crowd agents influenced the performance of the serious game, it wasn't the main 
source of performance issues; while it led to jerky and flaky behaviour of the crowd avatars 
rendered on the client, the game remained more or less playable. The main problem 
discovered in Pilot 1 was the unreliability of UNet in a non-ideal network environment. 
Therefore, a new framework for the network communication (Photon Bolt) was evaluated to 
solve the issues in the final version. This network communication framework was integrated 
in the latest version of the serious game. The reliability and stability of the system was 
improved, especially in combination with the VR environments used in the pilots. In 
AUGGMED the network manager is used to offer a full client-server game environment.  

The AUGGMED server provides the game engine and synchronises user interactions among 
all connected clients of the game. On users’ devices the AUGGMED client application is 
running.  

To be more precise, the server application is a headless application running the algorithms 
and ensuring the communication with EXODUS for simulation and among all clients. 
Consequently, trainer and trainees can connect to the server and join the game by launching 
the client application on their devices. Trainees can choose between being member of the 
Red Team (terrorists) or the Blue Team (first responders and security). The client-version also 
allows joining as a trainer or just as an observer.  

The initial scenario setup within the server application runs online. Using the client application, 
users can set up their profiles and choose their role within the game. Once the first trainer has 
started the gameplay on the server, further trainers and trainees can join the game. The lobby 
scene is loaded and shared among all Unity instances. Once the game scene is synchronized, 
the host will request additional content for the scene from EXODUS.  

Various functions to control the environment have been implemented for both trainers and 
trainees: 

 Trainer – can start, stop and pause the gameplay as well as all crowd simulation 
activities (e.g. starting fire or alarm). Further to setting up the game play the trainer can 
switch between different views to check the activities of all players (pan around, zoom 
and rotate the camera). He can also switch to any player’s individual view.  

 Trainee – The player can move, run, crouch, jump, issue gestures, draw a weapon 
and shoot with it. Red team players can start a fire or place and detonate a bomb or 
grenade. Trainees can control their own objects and communicate their state to the 
server to synchronise all clients accordingly. 
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2.2. Unity to EXODUS communication layer  

EXODUS and the game engine establish two bi-directional, asynchronous communication 
channels over TCP that are buffered and prioritized by message queues. This is illustrated in 
Figure 3. The connections are initiated by the game engine when the game play is ready to 
begin. While the game engine is starting a new game, the EXODUS engine is started on 
demand and ended when the training session is ending. 

The Unity game engine has an EXODUS interface that manages communications with 
EXODUS whilst playing the game (see section 2.2). The Unity server processes the 
commands from EXODUS, updates the crowd agents within the gameplay and synchronises 
the crowd agents with the clients. The crowd information between EXODUS and Unity is 
updated every 12 milliseconds. The game engine processes this information and interpolates 
the movement in Unity to make it smooth. 

With respect to the immense throughput and performance requirements, it’s a “low level” 
protocol with individual commands that can be bulked and compressed. 

 

 

 

Figure 2: Communication between Exodus and the game engine 
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2.2.1. EXODUS Messages to the Game Engine 

The implementation of “move” commands for the crowd is a major challenge in this context. 
Each move simulated in EXODUS (e.g. 500 people every 12ms) needs to be synchronised by 
the game engine with all clients in real time. Depending on the size of the crowd, the maximum 
number of updates per second needs to be adjusted. The quality of the network connection 
and the rendering capabilities of the devices used are the limiting factors. Synchronisation is 
facilitated using a ‘synch clock’ mastered by EXODUS.  

Note that, from Pilot 2 onwards, the actual commands exchanged between EXODUS and 
UNITY are passed using binary format. However, for clarity these commands are presented 
in the following sections in their equivalent ASCI form. 

 

Command Description 

move;<agent_id>;<position_x>;<position
_y>;<position_z>;<velocity_x>;<velocity
_y>;<velocity_z>;<time>;<action_id> 

Notify Unity about movements from a crowd 
agent. 

add;<agent_id>;<position_x>;<position_
y>;<position_z>;<rotation> 

Notifies the game of a new crowd agent. 

time;<time> Gives the game engine the current simulation 
time from Exodus so Unity can sync all move 
instructions or fires more precisely. 

kill;<gent_id>;<reason_id>;<time> Notifies Unity of a killed trainee avatar (due to fire 
or other toxic influences) 

delete;<agent_id> Let’s Unity remove a crowd agent. 

fbdupdate;<agent_id>;<injury_level>;<ti
me> 

Notifies Unity of an injury to an agent resulting 
from a bomb blast. 

isawareofthreat;<agent_id> Notifies Unity that a given agent is aware of a 
threat and is attempting to escape it. Enables 
Unity to make the agent scream etc. 

Table 1: Overview of the commands sent from EXODUS to the game engine 
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2.2.2. Game Engine Messages to Exodus 

Messages sent to EXODUS have several triggers in the game engine: 

 Trainee commands in the game engine (e.g. movement and gestures controlled 
by keyboard or gamepad) 

 Game events (e.g. fatalities due to in-game shooting) 

 Trainer control commands (e.g. “pause/play” or “start fire” etc.) 

 Basic control and synchronization (e.g. “initialize” or “time sync”) 

 

Command Description 

scenario;<scenario_id>;<random_
value> 

Specify which of the available scenarios is to be loaded 
by EXODUS. Also enables the seed value used by 
EXODUS to be controlled, thereby enabling the 
resulting simulation to be completely random or 
conducted to a defined seed value. Exodus responds 
with: 

scenarioLoaded or scenarioFailure as applicable. 

loadFire;<location_id>;<strength> Specify the location and strength of the desired fire 
exodus has to load. When exodus has finished loading 
the fire files it responds with:  

fireLoaded 

populate;<avatar_count> Specify the population count for the simulation 

flowRate;<rate> Specify the flow rate of the crowd coming in and leaving 
the airport. 

When Exodus has finished initializing the simulation 
based on the parameters from the populate and 
flowRate command it responds with:  

Ready 

add;<request_id>;<position_x>;<p
osition_y>;<position_z> 

Notify Exodus of a new trainee player. Exodus adds a 
special agent representing the unity controlled avatar 
and responds with a unique id as a reference for further 
commands involving that avatar: 

added;<request_id>;<agent_id> 
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Command Description 

move;<agent_id>;<position_x>;<p
osition_y>;<position_z>;<velocity_
x>;<velocity_y>;<velocity_z>;<tim
e> 

Notify Exodus about movements from a trainee avatar. 
Exodus responds with: 

moved;<agent_id> 

delete;<agent_id> Notify exodus that a trainee avatar got deleted. 

gesture;<agent_id>;<type_id>;<ge
sture_id>;<position_x>;<position_
y>;>;<position_z>;<direction_x>;<
direction_y>;<start_time>;<duratio
n>;<radius>;<probability_close>;<
probability_far>;<compliance>;<av
atar_min_duration>;<avatar_max_
duration>;<apply_id>;<moveloc_x
>;<moveloc_y>;<moveloc_z>; 

Issue a hand or voice command from a trainee avatar. 
For a reference of supported commands/gestures see 
below. 

implemented gestures: 

stop 

go on 

start evacuating 

get down 

get up 

get out of the way 

face;<agent_id>;<direction_x>;<di
rection_y>;<time> 

Notify Exodus when an avatar is currently issuing a 
gesture or voice command and changed the facing 
direction. 

startFire Let Exodus start the fire. Exodus responds with the start 
time: 

fireStarted;<time> 

startAlarm Let Exodus start the alarm. Exodus responds with the 
start time: 

alarmStarted;<time> 

start Notify EXODUS to start the simulation. Exodus 
responds with: 

playing; 

playPause Let Exodus pause or continue the simulation. Exodus 
responds with: 

playing or pausing as applicable 
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Command Description 

kill;<agent_id>;<reason_id>;<time
> 

Notify Exodus about a killed trainee avatar (due to 
weapon shots). . Exodus responds with: 

killed;<agent_id> 

bomb;<bomb_id>;<bomb_type>;<
position_x>;<position_y>;<position
_z>; 

Notify EXODUS that a bomb has been detonated at a 
given location. Exodus responds with: 

bombDetonated;<bomb_id>;<time> 

personThreat;<agent_id>;<awaren
ess_radius>;<threat_radius>;<line
_of_sight> 

Notifies EXODUS that a given agent is now considered 
a threat, thereby making nearby agents respond and 
seek to avoid them. 

Table 2: Selection of the commands sent from the game engine to EXODUS 
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2.3. Trainer tools 

This section includes specifications of tools that the trainer will need to set-up, run and review 
a training session in order to maximise the learning outcome for each individual trainee. 
Personalisation techniques that tailor scenarios to the training needs of individual staff will be 
addressed. In addition, interfaces allowing the trainer to set up training objectives and define 
scenarios will be specified. These interfaces will be extended to include real-time scenario 
modification, training session monitoring and feedback as well as post-training evaluation and 
action plan.  

 

2.3.1. Game scenario configuration  

The initial iteration of the user interface allowed the trainer to configure the location, time of 
day, the number of civilians, and the IT and communications. However, in the final iteration 
some of these parameters were not used as they were deemed a low priority and would not 
have added to the game play of the scenarios that had been created. 
 
For the final setup interface iteration the trainer is able to make the following selections: 

 Crowd population (ranging from ‘not busy’ to ‘busy’); 

 Location (Port, Airport or Train station);  

 Scenario (post explosion, fire, weapons attack, backpack explosion, car explosion and 
hot bag). 

The combination of these selections will configure which scene is loaded. The time of day 
functionality was not included as it did not affect any of the scenarios as they all took place 
indoors. The IT and communications was not implemented, as this would have taken a long 
time to develop, and could have complicated the trainer interface (the trainer would have to 
monitor the coms instead of focusing on the trainees’ actions). 
 

 

Figure 3: Scenario Environment Configuration Interface 
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The team configurations are split into two separate interfaces, one for the blue team and one 
for the red team. Both of these screens follow the same format; the trainer can: 

 Create a role, for example police, firefighters, gunman etc.; 

 Select how many trainees can play in each of these roles; 

 Select an avatar for the role; and 

 Select what weapons they will have available in the simulation. 

 
 

Figure 4: Role Configuration Interface 
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2.3.2. Automatic Game Scenario Generator  

It was decided against including an automatic game scenario generator in the final iteration of 
AUGGMED. Instead, the trainer is given a selection of scenarios to choose from. The game 
then provides an environment based around the chosen scenario to which the trainer can 
apply their own doctrine. This allows the trainer to control how and when the scenario 
progresses in real-time and fosters an objective assessment of the trainees’ decision making 
and situational awareness, two of the key learning outcomes of training in AUGGMED. 

 

2.3.3. Real-time view and intervention  

The trainer tool for real-time intervention and observation provides a set piece of core functions 
which the trainer is able to use to effectively observe and intervene where necessary. These 
functions are: 

 User-Interface (UI) control mechanisms for deploying each player in the simulated 
environment, at specific coordinates; 

 UI mechanisms for controlling the camera/viewport, allowing the trainer to: 

o Select and follow an individual trainee within the environment; 

o Identify the individual trainee within the environment; 

o View gameplay through an individual trainee’s ‘eyes’; 

o Monitor the entire environment through a top-down bird’s-eye view. 

 UI mechanisms informing the trainer on which players belong to the Red Team or the 
Blue Team; 

 UI mechanisms for placing a suspicious or non-suspicious package in the environment 
at specified coordinates; 

 UI mechanism to start a fire; 

 UI mechanisms setting off an alarm to evacuate the premises; 

 UI mechanism to play and pause the simulation ; 

 A menu to end/quit the simulation and view the game statistics;  

 UI mechanism to view the injury state of a casualty (green, yellow, red or black) for 
triage tagging scenarios; 

 UI mechanism to remove casualties once the trainee has applied a triage tag; 

 UI mechanism to switch between different floor levels. 
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2.3.4. Assessment and evaluation  

In order to allow trainers to assess a trainee’s performance, a number of statistics and other 
information are compiled during gameplay and displayed at the end of the exercise. In the 
final prototype of the AUGGMED system, the following information is displayed on the 
evaluation screen: 

 Shooting-related statistics: 

o Total shots fired per player; 

o Shots on target per player; 

Figure 5: Real-Time Intervention and Observation Interface for Post 

Explosion Scenario 



      

Classification - CO        

 

Grant Agreement # 653590 AUGGMED – BMT – D1.4.2 Page 20 of 41 

o Missed shots per player. 

 Information related to triage: 

o Average tagging time per player; 

o For each tag colour, number of correctly and incorrectly assigned tags per 
player. 

 A heat map showing each player’s path through the scenario. 

 

For further details on the evaluation screen, please refer to Deliverable 4.2 (Trainer 
Tools).  
 

2.4. Asset database 

The Unity game engine of the AUGGMED platform utilises numerous assets to visualise and 
simulate the training environments. These assets are broken down into the categories of 
Characters, representing the playable and simulated crowd avatars, and Environmental, 
consisting of the location structures and internal details. 

2.4.1. Character assets 

The current AUGGMED platform has a database of various characters, some of which have 
been specifically developed for the project and while others have been taken from the UNITY 
asset store. The intention during the course of the project is to replace all of the characters 
with bespoke models that will better suit the specific needs of each scenario. Each character 
model file is around 1MB in size, with 5MB to 10MB of textures. There are three types of 
textures used for each character, albedo, specular and normal.  

 Albedo - the amount of light (and colour) reflected back from the surface under 
neutral lighting conditions; 

 Specular - describes the shininess of the surface and highlights;  

 Normal - surface detail such as bumps and scratches, without adding additional 
geometry to the 3D model.  

The four developed characters have alternate textures that can be randomly varied allowing 
for changes in colour and patterns of clothing and skin tone to increase the visual variability 
of the crowd. All of these textures are loaded into the PC memory on initialisation and are 
transferred to the graphics card memory when used. 

As well as the character model database there is also a series of animation sets describing 
how the characters will move and perform actions within the environment. The current 
animation sets are based on the UNITY's “Mecanim” animation system which has large sets 
of movements available. Using UNITY's inbuilt animations reduced development time but not 
all character movements required for the project are available. Further development was 
undertaken to create bespoke animations that better suit the requirements of each scenario. 
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Figure 6: Avatars used in AUGGMED (female = top left, male = bottom, trainee characters = top 
right) 

 

2.4.2. Environment assets 

The environmental assets focused around the Pilot requirements of an airport, a station and 
a harbour. The created 3D models are rendered in advance for the game engine. All internal 
details, such as desks, kiosks, chairs and customs, are also modelled. As with the characters, 
albedo, specular and normal textures were used.  

One critical issue with all develop 3D assets was scale. While in computer games overall scale 
can be arbitrary the requirement to link in with the EXODUS package meant that any 3D 
models needed to be in the same scale as EXODUS. Essentially this means that one meter 
in EXODUS is the same as one meter in UNITY. This close mapping of scales insures that 
any character movements match perfectly within the simulated world.   

Typical games development sees each individual 3D model as a separate file, but this was 
not the approach taken in the AUGGMED system. For example, the entire airport and all of 
the internal assets are stored in one large file developed in 3D Studio Max (.max file, around 
250MB in size). The single model file for each Pilot also had all of the textures embedded into 
it which meant that integration was simplified. This allowed for easy transfer of the models to 
each of the project partners and ensure everyone had the same location of each item. This 
method does have some disadvantages, for example it is harder for the airport to be changed 
within UNITY, and sharing smaller 3D models, such as chairs or bins, between scenarios 
requires loading the entire airport into memory. These downsides are not really relevant for 
the AUGGMED system as EXODUS uses pre-calculated information for the fire, smoke, 
explosion and crowd simulations, which means that changing the geometry in real-time would 
never happen. Even though the pilot model is contained in one file, it is still possible to access 
individual objects in real time which allowed for the use of “occlusion culling”. Occlusion culling 
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is a technique that can vastly reduce the number of rendered objects by removing (or culling) 
objects the user cannot see. While it may seem obvious that a user will not be able to see an 
object on the other side of a solid wall actually having the simulation calculate this can prove 
difficult. Thankfully much of the occlusion culling is handled by specific pre-processing 
calculations which are built into UNITY. 

 

2.5. EXODUS crowd simulation  

Within the AUGGMED platform the movement of the crowd (i.e. non user controlled avatars) 
throughout the structure during a scenario is controlled via EXODUS. EXODUS is an 
evacuation and circulation modelling tool – part of the family of micro simulation tools where 
simulated agents are modelled individually, with each having distinct attributes, characteristics 
and abilities. The geometry modelled – the domain where the simulated agents can navigate 
- is discretised in a fine nodal grid. Furthermore, EXODUS is rule based as it uses a set of 
rules or heuristics to simulate human behaviour. Some of these rules are stochastic (e.g. the 
outcome of conflict resolution between agents) while other are deterministic and are based on 
data collected from live trials (e.g. usage of gates, response times, etc.) or research literature 
(e.g. travel speeds on stairs).  EXODUS incorporates various types of adaptive behaviours 
such as smoke avoidance, exit selection, congestion avoidance, itineraries, signage 
interaction, communication between agents, use of lifts/escalators/travellators etc.  The data 
that governs the movement of agents within the EXODUS model is typically derived from 
literature, experiments or studies of real events or incidents. 

 

Within the AUGGMED platform, an appropriately designed and updated EXODUS player 
executable (.EXE) is provided that is able to simulate the crowd within the structure of each 
Pilot. The EXODUS player is provided, along with the corresponding EXODUS assets for each 
of the three Pilots. The EXODUS assets include the following:  

1. EXODUS geometry files (.EXO and EGX) defining the overall structure used within the 
scenario in EXODUS (i.e. walls, exits, queues, traversable areas etc.).  In addition, 
these EXODUS geometry files also include the routes/targets to be adopted by the 
population while undertaking general circulation within the structure; 

2. EXODUS population files (.POP and .PAN) defining the corresponding demographic 
distribution of the population (i.e. age ranges and genders) and the corresponding 
abilities (i.e. travel speeds, drive, tolerance levels to irritant gases, etc.) of each of the 
constituent sub-populations; 

3. EXODUS option library files (.ESO) defining which behaviours are enabled/disabled 
within the EXODUS model, and hence controlling how individual agents behave/move 
throughout the structure, both during basic circulation and also during an evacuation, 
possibly in the presence of a fire/smoke; 

4. Hazard files (.EHF) defining pre-calculated SMARTFIRE predictions of the spread of 
fire products including radiative and convective heat, smoke levels,  and toxic gases 
throughout the structure resulting from a single fire provided in a binary form readable 
by EXODUS; 

5. Response distributions (.DAT) defining how long agents take to respond to the 
sounding of the alarm and purposefully start moving towards the exits (i.e. stop doing 
what they are currently doing and commence evacuation). 
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For each scenario the standalone EXODUS player contains a series of hard-coded scripts 
written in EXODUS’ own scripting language, SFE commands, to automatically use the 
appropriate assets when the EXODUS player utility is run (see above).  These include SFE 
scripts to both load the corresponding geometry and population files, and also define the 
settings/behaviours of the population.   

It is worth noting that hazard files outlined above are not automatically loaded within the 
EXODUS player utility, since the specific fire to be run within any given scenario, specified by 
a location and size, is first defined by the trainer via the trainer tools within UNITY.  Only once 
a given fire has been selected by the trainer is this information then sent by the UNITY server 
to the EXODUS player, whereupon the corresponding hazard files (.EHF) are loaded, ready 
to be used during the scenario. Similarly, the distributions of the times people take to respond 
to the incident are also not automatically loaded within the EXODUS player utility during start 
up. Instead, the corresponding response distribution is merely loaded and then applied to the 
population within the structure when the alarm has been sounded by the trainer in UNITY, with 
the UNITY server then in turn sending an appropriate alarm message to the EXODUS player 
via the TCP communication link. 

The standalone EXODUS player and its associated assets for a single scenario are contained 
within a single folder.  At present each folder merely needs to be copied onto the same 
machine as the UNITY server, with the EXODUS player utility then being run before the start 
of each scenario.  For the current set up to work correctly administration rights are required 
on the UNITY server machine in order to give the EXODUS player access to the required port 
number.  This port number is currently fixed in the EXODUS player utility to 9002, however, 
this can also be configured via EXODUS SFE commands. 

When the trainer has defined the scenario that they wish to run in UNITY (i.e. which geometry, 
the type of scenario, which fire is to be used (if applicable), the corresponding population 
density - which in turn defines the flow rates into the structure and the number of agents initially 
required within the scenario) they then attempt to initialise a connection between the UNITY 
server and the previously opened EXODUS player located on the same machine. Once the 
connection has been established, UNITY server will then send all the required details to the 
EXODUS player regarding the setup of the scenario (scenario, fire, flow rates, number of 
agents, etc.). Once this information has been received by the EXODUS player utility the 
corresponding fire will then be loaded (if applicable) and the flow rates of agents into the 
structure configured.  The initial condition of the scenario (i.e. the location of the agents within 
the structure) will then be determined.  

The EXODUS player utility will initialise the simulation by calculating all the potential and 
distance maps required in order for agents to move around the structure.  Once these have 
been calculated the simulation within the EXODUS player will then run as fast as possible (i.e. 
it is not restricted to running at real time).  Agents will therefore enter the structure at the 
defined flow rate and undertake their required tasks (i.e. waiting, queuing, visiting shops/bars, 
etc.) before then exiting the structure if appropriate.  In this manner a circulation simulation of 
the structure will commence and the structure will slowly begin to fill up.  

Once the number of agents within the structure is equal to the number defined by the trainer 
within UNITY the simulation will then pause within the EXODUS player.  The structure, 
complete with the defined number of agents positioned within it, will then be displayed to the 
trainer via the UNITY trainer tools, with the simulation similarly paused. This also constitutes 
the initial conditions for the scenario.  At this point the trainer is free to position the user 
controlled red/blue team avatars by dragging and dropping them into the structure.  Once this 
has been completed the trainer can then start the simulation.  This will send a message to the 
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EXODUS player to resume the simulation, however this time the run time speed will be capped 
at real time.   

Once the simulation resumes agents will continue to enter and circulate within the structure, 
with their corresponding locations, velocities, direction of travel and stance (i.e. standing or 
crouching – either as a result of experiencing fire products or obeying commands to get down 
issued by red/blue team members) being sent from the EXODUS player to the UNITY server 
via the TCP communication connection.  The movement of user controlled avatars will 
similarly be sent from the UNITY server to the EXODUS player so their position can also be 
accurately reflected, thereby enabling other crowd agents to avoid them whilst circulating.  The 
issuing of hand gestures or vocal commands by red/blue team members also results in details 
of these also being sent from the UNITY server to the EXODUS player.  The EXODUS player 
will then determine which, if any, agents responded to the commands being issued and in turn 
relay details of the agents’ updated behaviour back to the UNITY server.   

As stated previously, the trainer also has the ability to start the previously selected fire, and 
sound the alarm to evacuate during the simulation or pause/continue the simulation.  Each of 
these similarly, results in corresponding messages being sent from the UNITY server to the 
EXODUS player to initiate the required action. 

The presence of threats, and the simulated crowd’s corresponding behavioural response to 
those threats (i.e. fleeing/ cowering etc.) can also be represented within the system. By default, 
all user controlled agents are initially assumed not to be threats (i.e. even red team members 
representing terrorists). Red team members are only assumed to become a threat once they 
draw their weapon (i.e. knife, gun etc.) within the simulation.  Once a red team member draws 
their weapon a message is sent from UNITY to the EXODUS player informing it that a given 
agent has become a threat, together with the corresponding details defining the type of threat 
they pose.  This includes defining the threat’s corresponding threat and awareness radii and 
defining whether an agent’s awareness of the threat is based on distance or line of sight.  

Within the AUGGMED system the awareness zone defines the region within which agents are 
aware of a threat and will therefore attempt to escape, while the threat zone effectively defines 
the region within which agents feel in immediate danger, and hence will merely back directly 
away from the threat (i.e. as if the threat acts like a repulsive force). When EXODUS receives 
the threat message, it applies the corresponding threat to the defined red team agent, then 
determines which, if any, agents reacted to the threat and in turn relays details of the agents’ 
updated behaviour back to the UNITY server.   

It is important to note that when red team agents initially draw their weapons the awareness 
of the threat is assumed to be based purely on line of sight (i.e. only those crowd agents with 
direct line of sight of the threat will become aware of the threat). However, when the red team 
agent fires their gun, awareness of the threat is instead assumed to be based on distance, 
hence agents who have no direct line of sight of the threat can still become aware of it (thereby 
replicating the ability for the sound of the gunshot to travel greater distances and beyond 
obstacles etc.).  In addition, the size of the awareness radius is also assumed to increase, in 
turn reflecting the fact that agents over a greater distance will become aware of the threat.  

As a result, when a red team member fires their gun an updated threat message will be sent 
from UNITY to EXODUS, defining the increased awareness radius, and defining the threat 
awareness as being based on distance.  This in turn affects which agents will become aware 
of the threat and hence react to it. If the agent has not fired their weapon for a defined period 
of time (i.e. by default 1 sec) UNITY again updates the threat awareness message sent to 
EXODUS to inform them that the awareness of the threat should again be based on both the 
reduced awareness radius and line of sight.  In this manner the threat posed by a given red 
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team agent can be updated during the simulation based on both the type of weapon they are 
wielding and their corresponding actions (i.e. whether or not they are firing).  

It is important to note that blue team members are not assumed to become threats as a result 
of merely drawing their weapons (i.e. agents will not flee from a police officer with their gun 
out).  However, blue team members will temporarily become considered threats (and hence 
crowd agents will seek to flee from them) if they open fire.  In this instance, awareness of the 
threat they pose is, like the red team members’ discussed earlier, assumed to be based on 
distance (i.e. non line of sight).  However blue team agents are assumed to only be considered 
threats while they are firing, hence if they stop firing their weapon for a defined period of time 
(by default 1 sec) they are assumed to no longer represent a threat to crowd agents, and 
hence their corresponding threat will be removed. This is achieved by UNITY again sending 
EXODUS an updated threat message defining the blue team agent’s corresponding threat 
and awareness radii as zero metres. As a consequence, after this point the blue team agent 
will not be considered a threat, and hence crowd agents will not seek to flee from them. 

In addition to threats being applied to user controlled agents (i.e. red and blue team members), 
threats can also be applied at fixed locations during a simulation. It is important to note that 
within EXODUS by default agents will have no real knowledge of the location of static threats 
such as fires or bombs. As a result, while agents will be directly affected by fires/bombs, they 
will not react to them and hence will not directly seek to flee them or avoid them.  Within the 
system this is rectified by EXODUS automatically adding a threat at the location of a fire or 
bomb. In each case, the size of the threat applied (i.e. the corresponding size of the threat 
and awareness radii) is dependent upon the size of the fire/bomb. As a result, once a fire is 
started, or a bomb detonated, agents will become aware of the threat, and in the same manner 
as that for the threats applied to agents outlined previously, will seek to immediately evacuate 
or avoid the threat. It is important to note that since these threats are automatically applied by 
EXODUS on the starting of a fire/bomb, no messages regarding the threats are sent from 
UNITY to EXODUS. 

As stated previously, a single standalone EXODUS player (comprising all the assets of each 
of the scenarios within individual directories) is provided and used for all scenarios/pilots.  
UNITY then sends information as to which of the predefined scenarios it wants to run to the 
EXODUS player.  The EXODUS player will then run a custom SFE script for that scenario, 
thereby loading the appropriate geometry, population, behaviours etc. 

It is also possible to locate the EXODUS player, and its associated assets, on a separate 
machine from the UNITY server, with the UNITY server then instead remotely connecting to 
it. Separating the UNITY server and the EXODUS player in this manner reduces the 
computational burden placed upon the one machine, and hence will allow for better 
performance.  

It is worth noting that the original idea of setting up a server located permanently at the 
premises of UOG in order to both securely host and manage instances of EXODUS has been 
deemed no longer necessary, since the EXODUS player utility approach offers both the same 
required functionality with greater flexibility and security since no external internet connection 
is required. 
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2.6. Threat simulations database 

The AUGGMED platform utilises several simulation technologies to create an immersive 
virtual environment. The training scenarios of AUGGMED will be enhanced to include 
simulations of threats like fire spreading within a building and the effects of cyber and 
physical attacks on telecommunication capabilities; the latter is being developed for pilot 3, 
and as such will be documented in D1.4.2, the final release of this report. In both cases, 
these dynamic environmental threats are pre-modelled and are optionally incorporated to 
enhance training scenarios beyond the core gameplay.  

 

2.6.1. SMARTFIRE fire models  

Within the AUGGMED platform all predictions of the dispersal of heat, smoke and toxic gases 
are calculated using the SMARTFIRE CFD model. Prior to the incorporation of any fires into 
the AUGGMED platform the corresponding geometry first needs to be built within 
SMARTFIRE (see Figure 2). This is achieved via a number of tools, namely the Scenario 
Designer and the Case Specification Environment.  The Scenario Designer tool typically 
enables CAD DXF files of the structure to be imported, and then manipulated in order to 
accurately reflect the 3D structure being modelled, i.e. locating the rooms, defining the heights 
of doors, locations of windows/vents, etc. In addition, the structure can also be automatically 
partitioned up into hazard zones, to thereby enable the subsequent predictions of the 
hazardous fire effluents, i.e. heat, thermal radiation, smoke and toxic gas concentrations, to 
be output in suitable formats to be readable by either EXODUS or UNITY. Once the overall 
geometry has been constructed, the SMARTFIRE Case Specification Environment enables 
the user to define the configuration of the fire(s) within the structure (i.e. their location and 
evolution profile etc.), the boundary conditions, the time step to be used and the duration of 
the simulation. In addition, the geometry of the structure can then be automatically meshed, 
with the resulting mesh then able to be modified by the user should they wish to improve local 
mesh quality, prior to running the simulation in the SMARTFIRE CFD Engine. 

 

Figure 7: Plan view of the airport terminal scenario used within pilot 1 as shown in 
SMARTFIRE (Possible fire locations shown in red) 
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The time taken to run, and hence calculate any predictions of heat, smoke and toxic gases, 
varies depending upon the mesh refinement, the time step size that is used and the required 
duration of the simulation. Typically, the process of simulating each scenario can take many 
days, and hence this must be completed before any scenario is run in UNITY; specifically, 
modelling the spread of fire effluents from the fires cannot be performed during the UNITY run 
time. 

Once a fire scenario simulation has been successfully completed it is then possible to generate 
the corresponding hazard export data files that are required by both EXODUS (to determine 
population exposure effects) and UNITY (to visualise the evolution of the perceivable fire 
hazard conditions). The precise hazard information, i.e. from the available heat, thermal 
radiation, smoke- and toxic gas- concentrations, and spatial coordination of the hazard data 
required by EXODUS and UNITY differ, hence each requires a specific file format in order to 
import the corresponding hazard data.   

EXODUS typically only requires hazard data within each zone corresponding to the regions 
agents are exposed to when either standing or crawling (see Figure 3). These standing and 
crawling regions (i.e. horizontal cross sections at about 0.5m height and 1.8m in height – 
depending on the population characteristics) are typically defined within SMARTFIRE prior to 
running the fire simulation.  The data within these regions includes predictions of all the 
available fire agents likely to affect (i.e. kill or reduce the mobility of) the population. This 
includes, at each time-step:  

 Heat - both convective and radiative;  

 Narcotic gases - CO, CO2, HCN, O2 depletion, etc.;  

 Irritant gases - HCL, HBr, HF, SO2, NO2, etc.; 

 Smoke.  

This data is typically output in EXODUS’s existing ASCII hazard file format as a .DAT file, 
however this can then in turn be converted to a more optimised binary format as an .EHF file.  
The .EHF file defining the spread of heat, smoke and toxic gases resulting from a given fire 
can then be distributed along with the corresponding EXODUS player utility for the 
corresponding scenario as an EXODUS asset (see Section 2.6). 

In contrast, in order to accurately graphically represent the spread of the fire throughout the 
structure over time UNITY requires only the relative smoke concentrations within each zone, 
but at all levels of the geometry. This is unlike the data required for EXODUS, which only 
needs the regions to which agents are exposed to when standing or crawling.  Using this 
approach, the region between the floor and the ceiling within each zone is effectively evenly 
divided into a given number of levels (by default 10, see Figure 2).  To output this data a new 
hazard file format was specifically developed to enable layered hazard data to be exported to 
UNITY in order to visualise the smoke more accurately.  This data is generated by 
SMARTFIRE in ASCII format as an .HDV file, which can then in turn be converted to a more 
optimised binary format as a .BHDV file.  The .HDV file, and hence the .BHDV file, also 
contains data relating to the location of the fire being modelled, and its corresponding defined 
evolution. 
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Figure 8: The different hazard data output for each zone for both EXODUS and Unity 

 

Whilst UNITY only requires smoke concentration level values this still represents a very large 
data set. SMARTFIRE produces around 2,000 zones within the airport model and each zone 
represents ten levels of smoke layers, leading to 20,000 unique values. Additionally, each of 
these values changes every two seconds for a period of ten minutes (the duration of the 
simulated fires). In total, this means that there are over six million data values that UNITY must 
access to produce the corresponding smoke concentration at the right time. This is further 
compounded by the fact that the changes between the smoke values (in not only time but 
space) need to be interpolated within UNITY in order to avoid blocky and sudden value 
changes. A traditional approach would see every SMARTFIRE zone evaluated within UNITY, 
with each sub-zone needing to access the SMARTFIRE binary files to update its current 
smoke value every two seconds. This method would require significant CPU time causing a 
drastic reduction in the frame rate of the simulation making it unplayable. In addition to this 
problem just loading and reading the SMARTFIRE binary into memory would add vast 
amounts of time initialising the simulation when the scenario was started. To avoid this a 
drastically different approach was developed which was able to take advantage of the 
specialised GPU hardware. 

Instead of using the raw SMARTFIRE binary files the data was first converted into a video file 
format. This process was done by creating a bespoke conversion program that would render 
the SMARTFIRE zones from above (plan view) as a series of 2,000 cube nodes. Each cube 
node would change its colour value from 0 to 255 in relation to a normalised value of smoke 
concentration that was present at that time and space. Every two seconds each cube would 
get the next smoke value and interpolate its colour to match it; effectively blending between 
two updates to avoid sudden change.  As the colour changing cubes are rendered from an 
overhead perspective it is only possible to see the highest layer sub-zones. To avoid this issue 
multiple video files are created for each layer allowing them all to be seen. To reduce the need 
for ten separate video files (one for each layer) the nature of the video format was used to 
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encode more layers per video. Each pixel in a video file is made up of three colours (RGB) as 
the smoke layer is only one value per pixel three sub-zone layers can be combined into each 
video pixel. Due to the division of layers it made sense to drop the least important layer (the 
lowest) and reduce the layers to 9 so they would fit into just three video files.  

Within UNITY a graphics shader (software code developed to run on the GPU not the CPU) 
was developed to take all three videos and distribute the correct smoke concentration value 
in the right position at the right time. For example, the highest layer sub-zone uses the red 
channel in the first video, whereas the lowest layer uses the blue channel of the third video. 
The videos are aligned with the airport model to match the correct smoke concentration 
position and by playing the videos the smoke concentration values will change over time to 
match the original SMARTFIRE simulation. This shader can then be applied to any object in 
the 3D environment and its density (transparency) is altered based on the appropriate smoke 
concentration level in that time and space. A combination of simple particle effects and viewing 
plains were placed in front of the player camera view which would display the appropriate level 
of smoke concentration. 

This approach produced almost no performance drop and no notable time required to upload 
the video files into memory. When the 150MB SMARTFIRE FILES are converted to a video 
format they are reduced to just 15MB (which is stored locally on every client) even with extra 
data being encoded for the interpolation. The only real hardware requirement is to have a 
relatively modern 3D graphics card. 

 

2.6.2. Explosives database 

Within the AUGGMED platform it is also possible to represent the effect of explosions, as 
regards both the resulting injuries/deaths to the population within the structure, and also the 
damage to the structure and its effect on the egress of the population.  It is possible to 
represent multiple types of explosive device.  These vary according to their size of explosive 
(i.e. 1kg, 2kg, 5kg, 10kg, 20kg, 100kg and a grenade of 0.227kg). In most of these cases the 
effect of the explosion on the population is assumed to only be based on pressure effects (i.e. 
shrapnel is not considered). However, in the case of the grenade (i.e. 0.227kg) the effects can 
either be purely based on pressure effects, or alternatively both pressure and shrapnel effects. 

For each type of explosive device, the effect on the population is dependent on the distance 
from the centre of the explosion. Furthermore, a probability of each agent sustaining given 
injury levels by the explosion is also defined.   

Initially within EXODUS the simulated agents will be assumed to have no injury incurred and 
once the explosion takes place their condition will be determined by their distance from the 
centre of the explosion plus the probability of being affected by the explosion. The injury levels 
will range from minor to fatally wounded. Different explosive devices will affect agents in a 
different manner.  

The level of structural damage resulting from an explosion and posing a possible obstruction 
to the evacuating population is also modelled in a similar fashion. However, the damage level 
is only dependent on the distance from the explosion’s centre (i.e. there is no probabilistic 
element to the damage calculations).  

Initially within EXODUS the structure will be assumed to have no damage incurred and once 
the explosion takes place the structure’s condition will be determined by its distance from the 
centre of the explosion. The damage levels range from minor to completely destroyed. 
Different explosive devices will affect the structure in a different manner. Damaged areas will 
pose an obstruction to the agents and will hinder their ability to move within the structure (i.e. 
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damage slows agents down or obstructs given paths completely). Explosions opening up new 
paths and exits in the structure was not considered or developed. 

Within the simulated environment red team members are able to detonate specific explosive 
devices during runtime.  The UNITY server then sends the details of the explosive device (i.e. 
type/size and location) to the EXODUS player.  Once the type of explosive and location have 
been received by EXODUS it will then calculate both the effect on the agents within the 
structure and the resulting damage obstructing the egress routes.  The resulting 
injuries/fatalities to agents is then sent from the EXODUS player back to the UNITY server, 
thereby enabling them to be accurately rendered in the AUGGMED system.  Similarly, the 
resulting damage is also sent from the EXODUS player to the UNITY server, in each case 
stating the location of the damage and the corresponding severity of it.  This similarly enables 
the resulting damage to the structure to be rendered within UNITY. 

 

2.7. Mode 1 Interface hardware (multi-modal interfaces) 

For Mode 1, to facilitate remote training on portable devices, the AUGGMED platform was 
developed with touch screen devices in mind. The design of the control and input mechanisms 
is based on using the platform with a Microsoft Surface Pro. This Windows based touch screen 
device provides a high resolution screen with adequate computing power and rendering 
technology, including next generation processors and a large amount of memory. 

 

The control interface concepts was designed for a 3:2 aspect ratio and automatically resizes 
content to cater for monitors and devices of other resolutions. Mode 1 also includes the 
capability of running the AUGGMED platform on laptops using conventional keyboard and 
mouse controls, either built into the laptop or connected via USB (this is also true for all other 
versions of AUGGMED). Both control type users are presented with the same interface 
making it easy to change between either input format. In-game trainee controls consist of a 
choice of two control systems: 

 Context based Touch Control: 

o Tap the ground to move; 

o Tap a red team member to fire the active primary weapon; 

o Active Item selection; 

o Radio Channel Selection; 

 Touch Controller System: 

o Left movement touch joy pad; 

o Right look touch pad; 

o Use active item button; 

o Active item selection; 

o Radio channel selection; 

o Jump button; 

o Crouch toggle button. 
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These control systems were tested and validated alongside end-users starting with these 
parameters and evolving based on feedback and input from the three project pilots. 

The requirements for running a VR headset are more demanding than those for running Unity, 
so we used the former as a benchmark for hardware. We currently benchmark our PCs and 
laptops using the Oculus Rift online compatibility check tool4. The upcoming versions supports 
HTC Vive VR glasses. 

 

The main development PC for the Unity game engine has the following specs: 

 CPU: Intel Core i5-6600 3.30GHz 

 RAM: 16 GB 

 Graphics card: NVIDIA GeForce GTX 970   

The minimum spec we will use for running the AUGGMED platform as a client, during testing 
and pilot demonstrations, are: 

 CPU: Intel i7-6600U (Dual Core), 2.6GHz 

 RAM: 8GB 

The specification of the machine used as the EXODUS/Unity Server by UOG during 
development is as follows: 

 CPU: i7-3820 3.6GHz; 

 RAM: 64 GB of memory (Model runs in 2GB) 

 Graphics Card: NVIDIA GeForce GTX 680 (Only required for Unity) 

 

 

 

 

 

 

 

 

 

 

 

 

                                                 
4 http://ocul.us/compat-tool 
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2.8. Mode 2 Interface hardware (multi-modal interfaces) 

For Mode 2, the AUGGMED platform provides immersive, remote training through the use of 
HMDs with limited mobility (i.e. to be operated seated or standing) and tactile feedback.  

2.8.1. VR Equipment 

Three HMDs have been investigated to find the one most suitable for the AUGGMED platform, 
namely the Oculus Rift, Open Source VR and the HTC Vive. All three are similarly priced 
(£500) and all require a similar PC specification: 

 NVIDIA GTX 970 / AMD 290 equivalent or greater; 

 Intel i5-4590 equivalent or greater; 

 8GB+ RAM; 

 Compatible HDMI 1.3 video output; 

 2x USB 3.0 ports; 

 Windows 7 SP1 or newer. 

Both Oculus Rift and Open Source VR are more suited to the desktop environment while the 
Vive requires a larger open space area (although this will be more suitable for Mode 3 as it 
supports full 3D tracking). For Mode 2 it was most likely that the HMD would be used in 
conjunction with a console style game pad, such as the Xbox One, as it is already supported 
by Windows with no extra development. Furthermore, the second version supports VR 
glasses. To reduce the hardware requirements, another VR glass are selected and tested – 
the HTC Vive. The HTC Vive has less hardware requirements and is also supported by the 
Unity engine giving a 360° view to the user.  

   

Figure 9: VR-glasses: Oculus rift (left), HTC Vive (middle) and HTC Vive controller (right) 

The features of the AUGGMED system can be used fully with the HTC Vive. All three 
scenarios can be played using the HTC Vive. The experience with the VR view of the scenario 
is highly realistic and raised the common understanding of the usage by the first responders. 
This means also that the control elements are fully covered to be used with the HTC Vive 
controller. For example, to tag a person with the controller, it needs to be placed close to the 
person to tag it. The interaction is more realistic to bend down, to throw or to grab.  

The HTC Vive cannot only be used for the VR, but also for a Mixed Reality (MR) view onsite 
a training venue. The camera in front of the HTC Vive does not support an adequate 
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resolution, hence we decided to attach a HD camera to the glasses. The stream is displayed 
inside the glasses to see the surroundings. Additional training models can be placed beyond 
the stream to create an augmented reality. In Figure 10, an experimental view is given to show 
the effect with the same models used within the AUGGMED training sessions. The integrated 
view of the actual onsite mixed-reality usage of the HTC Vive / HD camera combination is very 
hard to realise. In this case, a 1:1 model of the surrounding is needed and differences between 
the real and modelled world can be irritating while moving onsite.  

 

 

Figure 10: HTC Vive used for mixed reality (experimental version) 

 

2.8.2. Haptic Vest  

Haptic immersion inside of a virtual reality environment allows a user to feel all the stimuli that 
the avatar they are controlling is experiencing, improving the realism of the VTE and the sense 
of presence of trainees during training. To this end, a haptic vest has been developed, 
integrating several actuators for tactile, impact and thermal feedback provided by the VTE. 
The vest reproduces on the skin stimuli happened inside VTEs, including touch 
communication, temperature sensations, impact bullets, etc. 

Tactile stimulation is reproduced with vibrotactile actuators (vibration motors), that, working in 
a range of frequencies among 65 and 330 Hz, generate a wide array of sensations in users, 
e.g. a member of a training team placing their hand on another member’s shoulder. Thermal 
effects allow the users perceive heat, for example, reproducing the heat generated by a fire, 
but also other sensations caused by stress or physical activity. Finally, impact stimuli are 
reproduced by a new type of actuator created to produce realistic sensations like an impact 
from bullets or shrapnel. 

The core of the AUGGMED environment simulations is the Unity game engine, detailed in 
Section 2.1 above. The game engine will generate hazards and interactions in real-time that 
the vest will simulate the effects of. The Unity system includes several code scripts for 
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controlling all aspects involving the vest. Those scripts create a virtual vest around the virtual 
avatar using colliders, so depending on the interactions among virtual objects or avatars and 
the avatar controlled by the trainee; the user will perceive several sensations. Moreover, the 
user will perceive thermal stimuli depending on their movements inside the VTE or events as 
an explosion or a fire. The interactions between the avatar and the VTE are sent to the vest 
control, which is in charge of controlling the stimuli perceived by the trainees using the 
actuators included in the haptic vest. 

 

 

Figure 11: Haptic Vest Prototype 

 

The vest has been completely developed from scratch inside AUGGMED project. The 
development has followed several stages about its design and construction, where many 
considerations have been taking into account to achieve the best solution for the system, e.g. 
manoeuvrability, comfort, cost or power consumption. Moreover, the wearer of the vest must 
be able to perceive several tactile, thermal or impact sensations with good resolution and 
accuracy. Then, a main stage of the haptic vest design is the distribution of the actuators, so 
several studies have been performed in order to get the best perception of haptic stimuli. 
Thorough details of the vest construction, mechanics and electronics can be found in D3.2 – 
Report on the third version of the simulation environment. 

The final prototype vest for Pilot 3 is connected with the Unity system via Bluetooth protocol, 
allowing to control all interactions happened inside the VTE, synchronizing them with the 
stimuli displayed with the haptic vest. Moreover, the vest is powered using external batteries 
attached to the lateral sides of the vest. In that way, the final version of the vest is focused on 
wearability and user experience, looking for a realistic immersion and perception in the VTE. 

 

2.9. Mode 3 Interface hardware (multi-modal interfaces) 

The Augmented reality system used in AUGGMED is based on a bespoke camera integration 
with a commercial VR Head Mounted Display (HMD). Off-the-shelf augmented reality HMDs 
are readily available, such as the Microsoft HoloLens and Meta Two, but these are based 
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around semi-transparent display technologies. The issue with the current generation of semi-
transparent display based headsets is that they have a small field of view which would fail to 
surround the user, and virtual objects augmented into the scene would be semi-transparent. 
The resultant output would be unsuitable for the AUGGMED system as the player would only 
see ghostly representations of the virtual crowd and their reduced field of view would impede 
their ability to locate threats. For this reason the current system uses a HTC VIVE modified to 
hold a front facing camera (seen in Figure 12) to provide a live video feed of the real world 
which is augmented with virtual objects and presented to the user.   

Several COTS high-resolution consumer cameras were tested during the development 
process but there proved to be limiting factors which made the majority of them unsuitable for 
the AUGGMED system. Typical high definition consumer cameras, such as the GoPro, are 
able to record at high frame rates of 60fps but are not capable of transferring this video stream 
live to a computer at the same rate. This is because storing locally to memory is far faster due 
to dedicated local communications hardware. Another issue with consumer cameras is the 
field of view as they are designed to fit industry standards of a 16:9 image ratio; this results in 
a very large field of view horizontally but not vertically. Human eyes, and by design head 
mounted displays, aspect ratio is closer to 1:1. For this reason a dedicated computer vision 
camera was selected. The camera used is a Ximea MQ044CG which is capable of 90fps and 
2040X2040 resolution; however, this is dependent on the amount of exposure time needed. 
In a typical indoor lighting environment the capture rate is around 60fps when using a reduced 
resolution of 1600X1600. 
 
The developed augmented system is actually not stereoscopic but monoscopic (one camera 
feed sent to both eyes). This decision is based on several issues with the current HMD 
technologies which can increase the visual discomfort of the user and greatly increase the 
complexity of the system for little benefit. In the real world, eyes naturally converge and focus 
on objects that are particularly close to the face to avoid seeing a double image. The virtual 
cameras used to send images to HMDs are not able to determine what object the user is 
focusing on and don’t provide any convergence. The result of this is that any object in the 
virtual space that is close to the eyes will result in a double image for the user. Additional eye 
tracking could be added to the HMD to compensate for this in the virtual objects but it would 
also need to be compensated for in the real-world video feeds by adding additional servos to 
allow each stereo camera to rotate inwards based on the user’s focal point. There are 
additional issues with the extent any particular person can see stereo images and extensive 
calibration would be required in both the real and virtual cameras to accommodate for every 
user’s individual inter-pupil distance. It should also be noted that stereoscopic vision is just 
one of many factors that help people perceive depth.  
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Figure 12: Modified HTC VIVE headset with the Ximea MQ044CG camera attached 

 
The head mounted camera must be properly calibrated to ensure correct alignment to the 
virtual world. This alignment is a two stage process. Firstly, distortions in the camera lens must 
be corrected; with wide angle lenses there is typically a significant barrel distortion. The 
method of correcting this was to capture a series of grid-based test images using the camera 
and re-align them to an overlaid virtual grid image using a graphics shader that negates the 
effects of the barrel distortion. The second stage is to calculate the camera field of view, 
rotation and position relative to the HMD virtual camera. Broad camera values could be 
determined from simple measurements and known values form the manufacturer, although 
this still showed minor errors in alignment. Fine tuning the calibration was required but was 
significantly helped by the nature of the VIVE tracking system. The VIVE’s hand controllers 
already have an accurately scaled virtual model that could be manually aligned with the real 
world controllers in the live camera feed. 
 
As stated earlier, the camera is capable of 60fps at 1600X1600 resolution, although this does 
fluctuate by 10 fps dependant on the other elements within the 3D scene. This poses a 
problem as the VIVE HMD needs to refresh at 90fps to maintain smooth performance. The 
resultant effect is to see smoothly moving virtual objects but to perceive “stuttering” in the real-
world video feed. A method of compensation was devised to remove this effect. Typically, 
motion compensation is performed by analysing several frames of a video feed to determine 
the movement of the pixels within the image and create intermediate frames to smooth out the 
motion. One benefit of tracking the user’s rotation with the VIVE headset is that we can 
calculate the general motion without analysing camera frames. The calculated motion data 
can be used to shift the image pixels across in the appropriate direction during the missing 
frames when there is no update from the real-world camera feed. This technique does require 
that there is an over-sampling of the camera video feed, so when the pixel shift occurs the 
user does not see black edges around the screen. This is the reason the camera is sampled 
at a resolution of 1600X1600 rather than the required 1080X1200 resolution (per eye) by the 
HMD display; effectively, there is a 520x400 pixel buffer of pixels around the live camera feed 
that is utilised when the user turns their head quickly. 
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As the environment the user sees is a live video feed of the real world, the 3D virtual 
environment is not needed. However, a basic 3D model of the environment is needed to 
ensure that the virtual crowd models are “masked off” or no longer rendered when walking 
behind real world objects such as pillars or chairs. This basic 3D masking model had to be 
created onsite at Piraeus Port several weeks before Pilot 3 due to the fact that certain 
elements are not shown on the CAD plans (such as chairs, bins and desks). These objects as 
well as any structural modifications performed after the creation of the CAD drawings must be 

added to the 3D masking model (shown in Figure 14) to ensure an accurate integration of real 

and virtual objects. 
 
 

 

Figure 13: 3D Environment of the Piraeus Port departures terminal with a blue box indicating 
the augmented reality user’s area of possible movement 
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Figure 14: 3D Environment of the Piraeus Port departures terminal with the 3D masking objects 
overlaid in white 

 
With the real and virtual worlds now tracked and calibrated, the virtual crowd can be overlaid 
onto the real-world camera image. As the user moves around the environment, the virtual 
crowd members will appear to maintain their relative position within the real world. The user 
does have a limited area of movement due to the range of the VIVE lighthouse trackers (seen 

in blue in Figure 13), although this could be increased by the placement of more trackers. In 

addition to the crowd, elements such as bags, weapons and controller commands (seen in 

Figure 16) can also be augmented onto the live camera feed allowing the augmented users 

to play through the same scenarios as the fully VR players. The final resultant view seen by 

the augmented reality users can be seen in Figure 15-Figure 17. 
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Figure 15: Augmented reality users view through the head set showing the live video feed of the 
real world overlaid with virtual crowd members 

 

 

Figure 16: Augmented reality users view of the VIVE hand controller. Crowd commands are now 
overlaid on top of the real world controller as well as any weapons 
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Figure 17: Augmented reality users view showing the virtual crowd at a distance 
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3. CONCLUSIONS 

This report summarises the platform specifications for the final release of the AUGGMED 
platform, covering in particular the third mode that was used in Pilot 3. The software and 
technologies used to realise the simulated environments as well as the hardware to immerse 
the users in these environments has been fully documented, including all component 
interactions and data exchanges.  

The main changes in comparison to the previous version is the introduction of Augmented 
Reality to the game play. This required the integration of extra hardware (in particular a camera 
mounted onto the headset) and a careful calibration of the virtual and real-world. 

The communication between Unity and EXODUS has been completely restructured to use 
binary encoding and thus resolve the performance issues experienced in the earlier versions 
of the serious game. 

The trainer tools have been updated to include fully VR-compatible interfaces and post-
gameplay assessment tools. 

The final prototype of the haptic and thermal feedback vest is connected to the AUGGMED 
system via Bluetooth and uses integrated batteries, thus rendering the device effectively 
wireless. 

This deliverable presents the final version of the AUGGMED platform and concludes the 
technical work in the project. 

  


